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Abstract—Automated driving needs unprecedented levels of 

reliably and safety before marked deployment. The average hu-
man driver fatal accident rate is 1 every 100 million miles. Auto-
mated vehicles will have to provably best these figures. This pa-
per introduces the notion of dream-like mechanisms as a simula-
tion technology to produce a large number of hypothetical design 
and test scenarios – especially focusing on variations of more 
frequent dangerous and near miss events. Grounded in the simu-
lation hypothesis of cognition, we show here some principles for 
effective simulation mechanisms and an artificial cognitive sys-
tem architecture that can learn from the simulated situations. 

Keywords—Automated driving; Co-Driver Agent; Artificial 
Cognitive Systems; Learning by simulations; Simulation Hypothe-
sis of Cognition. 

I. INTRODUCTION 
Automated driving is the goal of increasing academic and 

industrial research worldwide. Among the motivations for this 
enterprise, providing safer transport has always been one of the 
most important (other motivations are cleaner and efficient 
transport, introduction of new on-demand transportation para-
digms, making personalized transportation affordable for peo-
ple that can no longer drive, maintaining technological leader-
ship in the automotive industry, etc.). 

In the development of automated driving systems, the orig-
inal hope for zero accidents is now being critically reconsid-
ered. While it is true that almost 90% of road accidents are due 
to human errors; it is also true that human drivers possess many 
recovery behavioral strategies to deal with unexpected situa-
tions and minor mistakes. Indeed, dangerous situations may be 
quite frequent, but very rarely do they lead to fatal accidents. In 
the US today, a human-driven car has an expected average 
fatality rate of 1.08 (fatal accidents) every 100 million miles. 
This figure is the average of all driving situations and all driv-
ing styles in year 2014 [1]. Thus, automated driving systems 
will have to significantly best the above figures, before they 
can be advisedly introduced in the market. This is a challeng-
ing endeavor for those systems that have to operate at high 
levels of automation, in particular those that must work without 
human supervision, such as at level 3 or greater of the SAE 
automation level scale [2]. 

Thus, to achieve, say, a tenfold improvement in fatality 
rates, manufacturers will have to design systems capable of 
driving one billion miles without (fatal) accidents and, in order 
to address obvious liability requirements, the achievement of 
this goal will also have to be proved in advance.  

Today, software that allows state of the art vehicles to op-
erate autonomously (at any level) is almost always carefully 
hand-crafted by human designers based on known situations 
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(use cases). The details of many situations, however, may be 
unknown to the designer before they happen, and extensive 
field tests may be required to compile a complete set of design 
and test situations. Machine learning approaches, such as [3], 
will generally also need a large database of driving situations in 
order to prove that the system can safely drive a billion miles. 

Google’s vehicles drive 10,000-15,000 miles a week to col-
lect data for testing the software, and have compiled data logs 
amounting to 2,000,000 miles worth of records (at the time this 
information was accessed) to assure the quality of each new 
software release [4]. According to one report, over the course 
of one year the supervising human pilot was required to take 
control from the autonomous vehicle 341 times. Of these, 69 
were safety-critical and 13 might have led to a crash [5]. 

Embodying a different approach, the German project 
PEGASUS [6] specifically aims at developing tools to guaran-
tee the safety and reliability of automated driving. This is ap-
proached via the establishment of accepted quality criteria, as 
well as the compilation of appropriate tools, methods, scenari-
os and situations for the testing (both in the field and in simula-
tion) of the highly-automated driving functions.  

The European H2020 project Dreams4Cars [7] adopts a 
complementary approach, which is aimed at the active discov-
ery of critical situations and also at the improvement of the 
artificial driver agent by means of a dream-like mechanism.  
This position paper describes the system architecture, the main 
implementation ideas, and the ongoing work within the project, 
highlighting the potential contributions of a dream-like mecha-
nism for development (and to a certain extent also certification) 
of safer agents for automated driving. 

II. DREAM-LIKE SIMULATION MECHANISMS 
The theoretical foundation is the Simulation Hypothesis of 

Cognition, notably in the sense of Hesslow [8]. According to 
this theory, thinking –and dreams as a particular form of offline 
thought, e.g. [9]– are chains of simulated actions and simulated 
perception.  

The fundamental architecture for enabling these chains is 
constructed of two paths, in a loop: 1) a direct Perception-
Action (PA) path, which produces actions from perceptual 
stimuli and 2) an inverse path – made of so called Forward 
Emulators –, which predicts the perceptual consequences of an 
action, feeding the PA path and recommencing the loop.  

Within the human brain, this direct path consists of a neural 
pathway which runs from the sensory cortex to the motor cor-
tex, initially priming several affordances (possible actions) 
before finally selecting one in the basal ganglia via frontal cor-
tex bias, (e.g., [10], Fig.1). The inverse pathway runs via the 
cerebellum, and projects simulated perception back at various 
points of the direct pathway, e.g. [11].  

We are here mainly interested in the offline use – a “sleep” 
state comparable to mental imagery and dreams in humans [9]– 
of this mechanism: our aim is to exploit simulations for train-
ing the direct PA path offline, in particular for rare imaginary 
events, and to transfer this to the online system for use as a PA 
system for the vehicle sensorimotor control.  

This idea is not completely novel: in robotics, some previ-
ous notable implementations of internal simulations, through 
which robots can explore outcomes of possible behaviors be-
fore executing these behaviors, may be found in [9], [12]–[21]. 

Perhaps the main advantage of simulations is that, once an 
“interesting” scenario is discovered, variations of this situation 
can be readily explored. While an event may be unique in real 
life, we can assess through simulation what might have hap-
pened if things had been only a little different, and carry out a 
number of simulations in the proximity of that condition. 
Moreover, given a near-miss accident (near misses are far more 
frequent than accidents) it will be possible to analyze the situa-
tion via the same mechanism, and determine which behaviors 
might have caused (or avoided) the accident, hence learning 
how to avoid real-world crashes without the need to (potential-
ly) experience one. 

Dream-like mechanisms are therefore an appropriate meth-
od to expand the set of design and testing situations by recom-
bining –paralleling human dreaming– situations of particular 
salience found in “real life”. In addition, if the driving agent is 
based on artificial cognitive technologies, it will be able to 
learn for the simulated situations (with reduced need for human 
designers to intervene in the software). 

III. SYSTEM IMPLEMENTATION 

A. System Architecture 
Fig.1 shows the system architecture. It consists of three dif-

ferent components: real driving, simulation/optimization and 
quality assurance. 

 
Fig. 1. System Architecture. 

1) Real Driving. 

During the “wake” state the agent records salient situations. 
These are situations worthy to be re-enacted in the dream state, 
and are identified via several key criteria: 

a) The mismatch between internal model predictions (see 
section III.B) and what actually happens is the primary indica-
tor of “surprise” events. The agent notes these events because 
they are either the indication of some imperfect prediction 
/planning or the occurrence of a novel situation that the agent 
was unaware of (see also “motivated learning” next).  



b) Space-time separation with other vehicles. 

c) Jerkiness of control. 

d) Compliance with traffic rules,  

e) Traffic efficiency and energy consumption.  

For example, if the agent plans to intersect another vehi-
cle’s trajectory with, say, a 4s gap, when it happens that the 
event occurs in 2s; this unexpected event (criteria a and b) will 
be a strong indicator of a situation worthy of study.  

For every salient situation, the agent will log low-level sen-
sory and control signals, so that a “replay” is possible. In addi-
tion, it will also log higher-level signals represented by the 
internal states of the agent’s hierarchical layered control archi-
tecture, so that the “intentions” of the agent (or the estimated 
intentions of the human driver) at all levels of the sensorimotor 
system will be recorded. The latter enables the running of sim-
ulations that differ in the lower-level strategies while preserv-
ing the higher-level intentions. In this way, the agent will not 
only be able to re-run recorded events, but also to analyze al-
ternative strategies while preserving the longer-term goals (this 
is known as goal-directed exploration).  

2) Simulation 

The simulation state is implemented in a virtual reality en-
vironment (www.opends.eu), based primarily on Multibody 
Systems (MBS) technology, but with some Machine Learning 
(ML) sub-model extensions.  

Multibody systems are a methodology for the simulation of 
mechanical systems based on fundamental/universal physical 
principles –such as e.g., Newtonian Dynamics [22]–[24]. In 
engineering, MBS are used for predicting the large-scale dy-
namics of complex systems of bodies under the action of ex-
ternal forces, control loops, etc. (simulating the dynamics of a 
vehicle made of several parts and with control loops is one 
pertinent example here) [25]–[28]. MBS is a general way for 
engineers to simulate large-scale physical system dynamics, 
even before systems are prototyped. One might even argue that 
MBS is a technology invented by human designers to extend 
their prediction abilities. One fundamental advantage of MBS – 
compared to e.g., cerebellar forward models– is longer-term 
accuracy deriving from the universal physical principles sub-
strate.  

MBS can be instantiated with a very large number of pa-
rameters representing physical quantities (e.g. the mass of an 
object or the friction coefficient of the road). The imperfect 
knowledge of these parameters is the main cause of discrepan-
cies between the prediction of a MBS model and the behavior 
of the real system. For example, if the road friction coefficient 
is set to too high a value, a multibody simulation might predict 
that a car is able to stay in lane; however, if the real road fric-
tion were lower, the real car might slip off the road. Strikingly, 
what is a problem for a simulation required to represent a sin-
gle real case, becomes useful when simulations are to be used 
for analyzing imaginary situations. In this case, selecting the 
value of the friction from a distribution can help to generating 
plausible conditions.  

Hence, distributions over model parameters are one method 
for generating imaginary conditions; however, the distributions 
must be realistic (e.g., it does not make sense to simulate a road 
with a friction coefficient equal to 10 since this never happens 
in reality). Thus, the distributions from which the parameters 
are derived can either derive from the agent’s observations 
whilst in the “waking” state or (when this is possible without 
loss of generality) from a-priori knowledge (e.g., to speed up 
formation of a model of road friction).  

Parametrization of the MBS environment is not the only 
method for generating imaginary situations. We mention here 
two other approaches (though there are several in practice). 

Recombination of percepts. An exemplar of this approach 
can be found in recent works dealing with inversion of Deep 
Neural Networks; i.e., expanding the activation patterns of 
some specific inner layer backwards to the original input. For 
example [29] shows the expansion of “symbols” like “chairs”, 
“cars”, “tables”, into images, and the creation of imaginary 
objects from interpolations of the inner layer patterns of the 
parent objects (see also [30], [31]). Albeit these examples deal 
only with static image generation, the similarity with the func-
tion of the cerebellum –namely forward models– is evident 
(but, of course, the cerebellum also predicts dynamic systems). 
Random combinations of activation patterns may thus generate 
hypothetical scenarios and goals; however, it is desirable to 
bias these random combinations towards those situations that 
are more likely to be useful, e.g., focusing on variations of the 
situations that have already been recorded as salient. 

Another possible method is via generalized, top-down “mo-
tor babbling”, made possible because the proposed agent 
(III.B) implements a hierarchical perception-action architecture 
a priori (and additionally has the capability to incrementally 
generate further hierarchical perception-action structures a 
posteriori). Within the agent’s developing multilayer sen-
sorimotor system, random goal instantiations (at various levels 
of the layered architecture) produce corresponding randomized 
exploratory motor activity. Hierarchical motor babbling occurs 
when random high-level perceptual goals are allowed to instan-
tiate correspondingly high-level actions (setting goals at higher 
levels produces exploratory action sequences, i.e. exploratory 
strategies at a high-level of abstraction, for which the implicit 
task-subsumption generates grounded low-level actions 
through the hierarchy). This method has been shown to con-
verge on an ideal representation of the agent's world in terms of 
its affordance potentialities [32]–[34].  

3) Optimization 

The final objective of simulations is the development of op-
timized behaviors (at all levels). There are several possible 
methods for pursuing optimization. We mention here two. 

Optimal Control (OC). OC is a methodology for synthe-
sizing optimal goal-directed actions. Given an initial state, a 
final goal state, a dynamic system, trajectory constraints and an 
optimality criterion, OC returns the optimal policy for achiev-
ing that goal. OC is best suited for solving low and mid-level 
tasks. For example, deriving optimized motor primitives [35] 
(the building block of action sequences) or slightly more com-
plex maneuvers [36]–[39]. The relevance of OC is further 



stressed by the fact that it is particularly successful in describ-
ing human optimized control [40]–[45]. With OC, we can pro-
duce optimal solutions for goal-directed problems, that can be 
in turn used for training the agent. A variation of this approach 
is to use OC to produce a “vocabulary” of optimal motor primi-
tives, which can be used as a robust foundation for the boot-
strapping of the agent’s layered control architecture using, for 
example, generalized motor babbling approaches. 

Motivated learning. This approach is inspired by learning 
in animals, and is better suited (and hence complementary with 
the above) for higher-level strategies. Learning in animals 
takes place through many means, but the approach most con-
sistent with this paper is intrinsically motivated learning with 
binary reinforcement. Here, the agent takes advantage of op-
portunistic interactions with the environment to develop a 
sense of “agency” – knowledge of what actions cause predicta-
ble effects in the environment. This is mediated by the con-
struction of internal models of action-outcome pairings in the 
brain. Furthermore, achieving this requires repeated attempts to 
elicit the initial “surprising” or novel environmental event that 
originally occurred by happenstance. This transient change in 
action policy is referred to as repetition bias. A theory of how 
this may occur in basal ganglia using biologically plausible 
signaling with the neurotransmitter dopamine is developed in 
[46] and implemented in small autonomous agents [47]. Rein-
forcement in this situation is simply binary because the agent 
knows whether it was successful or not in effecting the novel, 
and as yet unpredictable, event. Significantly, we have shown, 
in an abstract learning situation, that this impoverished rein-
forcement signal can lead to ostensibly optimal behavior, even 
when there is no explicit metric for action cost [48], [49]. 

4) Quality Assurance 

The third environment shown in Fig.1 has the purpose of 
quality assurance. This is based on a different, independent, 
multibody simulation system (IPG, CarMaker).  

Its purpose is the certification of new versions of the agent, 
which is carried out by testing against an (increasing) number 
of test cases (which may collect either all or else selected pre-
vious “dreams”). This has to ensure that any updated agent 
works no worse than the previously optimal one. It also helps 
in identifying over-fitting, such as when the agent learns to 
better cope with the most recently-dreamed situation at the 
expenses of earlier ones. 

In the final application, laboratory tests and field tests will 
have to complement the simulations (but these may be reduced 
and made more efficient with the quality assurance simulation 
environment).  

Lastly, this environment can be used to keep track of the 
agent’s evolution. 

B. Agent Architecture 
The agent’s architecture is of paramount importance for en-

abling the functionality described above. For this, we follow a 
bio-inspired approach,  inspired in particular by work of Cisek 
([10], Fig.1) and similar researchers. 

The agent’s architecture (Fig.2) reproduces the main loops 
of human sensorimotor control: 

1) The “dorsal stream”, which generates affordances that 
manifest as activity regions in the motor cortex. According to 
this view, a topographic representation of the perceptual space 
(a) is gradually morphed into a spatial representation encoding 
potential actions (b-c). This means that the dorsal stream pro-
cesses tensorial (topographic) information, as will be clarified 
in the examples below.  

2) A bias-able action-selection mechanism that mimics ba-
sal ganglia function. High-level directives (such as the automa-
tion level, driving styles, etc.) can be given to modify the 
agent’s global behavior.  

3) A loop that mimics the cerebellum, which takes efferent 
copies of the motor commands and projects anticipated percep-
tions into the main dorsal stream. Salient situations are detected 
here. 

 

Fig. 2. Agent Architecture. 

Unlike humans, the agent that will drive the vehicle might 
exploit mature automotive sensor technologies. This can be 
accommodated by developing a processing interface that con-
verts sensor outputs into appropriate (tensorial) data to be in-
jected into the stream (shown by the arrows entering, e.g., in b 
and c). This is a convenient way to take advantage of mature 
sensors that produce “symbolic” information; for example, lists 
of tracked objects or a digital map. However, future develop-
ments could operate in ways closer to humans, taking input 
from the raw sensor data. Particularly appealing might be using 
raw data from LIDAR and/or cameras.  

IV. EXAMPLE IMPLEMENTATIONS 
1) The agent of the adaptIVe project 

The architecture shown in Fig.2, but with the exclusion of 
the cerebellar loop, has already been partly implemented in the 
EU FP7 AdaptIVe project. 

Generation of affordances (the equivalent of the dorsal 
stream) is carried out  using a topographic approach, and opti-
mal control motor primitives of the type explained in [35], 
[50], [51]. Fig.3 clarifies with an example how this works: on 
top a bird’s eye view of a lane with one curve is shown. This 



view is derived from digital maps. It corresponds to the per-
ceived input, and might correspond to a position such as a in 
Fig.2. 

The bottom of Fig.3, which looks like a somewhat morphed 
view of the same lane from a subjective perspective, actually is 
a 2D representation of all motor primitives. Every point in this 
latter map encodes a maximally smooth trajectory beginning at 
the corresponding steering rate and lasting the specified 
movement time, which in the end is parallel to the lane. This 
map corresponds to some point between b and c of Fig.2.  

The grey area in Fig.3, bottom, are actions that terminate 
out of the lane. Hence, an appropriate action-selection criterion 
might be choosing the steering rate that allows a sufficiently 
long movement time without trespassing on the lane borders, 
such as for example “m”. This is what is implemented in the 
AdaptIVe project for the lowest layer of the control architec-
ture. AdaptIVe includes a second layer where hypotheses for 
moving to different lanes are made, with a corresponding se-
cond-level selection mechanism operating on the primitives 
returned by each of the first-level hypotheses (hence Adaptive 
makes decisions concerning whether to stay or change lane). 

 

Fig. 3. AdaptIVe implementation of lateral control affordance generatioin 
and selection. 

2) Towards the agent of Dreams4Cars 

In the example above the software that transforms the road 
map (Fig.3, top) into the affordance map (Fig.3, bottom) was 
hard-coded by human designers. This required many iterations. 
Moreover, to run in real-time many simplifications and approx-
imations had to be introduced: for example, the plant model is 
linearized, the road geometry must be approximated with arcs 
of constant curvature, and the lanes must have piecewise con-

stant width. Lastly, fixed parameters had to be embedded in the 
system, such as, e.g. how close to the lane margins is safe to 
drive (this distance does not adapt to the actual road situation, 
or to vehicle and environment noise). 

However, for the agent of Fig.2, considering the learning 
requirements and that the loops process tensorial (topographic) 
data, a Deep Neural Network (DNN) implementation may be 
an appropriate approach.  

Training the whole network together (such as e.g., if only 
experimental training data were available) might prove a diffi-
cult undertaking. However, the simulation approach, combined 
with the layered nature of the sensorimotor systems, allows us 
to break-down the training problem. One might, for example, 
begin training the low-level motor primitives with OC (perhaps 
on learnt forward models [52]). Then, with a solid low-level 
sensorimotor system, one might engage in learning higher-
level strategies, e.g. with either the motivated learning or the 
generalized motor babbling approaches (note how this looks 
similar to human bootstrapping of progressively more complex 
abilities). 

To test this idea, a preliminary investigation was carried 
out, consisting of training a DNN capable of mapping the 
bird’s eye view of one lane (Fig.3 top) onto the affordance map 
(Fig.3 bottom). To speed up the study, coarse resolution of 
108x108 neurons was used for both input and output layers. 
Optimal control was used to produce the expected output for 
imaginary input lane geometries.  

One network that performed in an acceptable way (for the 
purposes of this study) consists of 4 convolution layers fol-
lowed by 4 deconvolution layers, with each layer being fol-
lowed by a ramp activation layer. Fig.4, left column is the 
DNN implementation of Fig.3. Strikingly, the trained network 
demonstrated generalization capabilities. When the input layer 
was the bifurcation of the center column, the affordance map 
resulted in the superposition of the left and right curves. Hence, 
the DNN identified both left and right turn affordances (the 
two sides of the fork in the center bottom chart). Furthermore, 
if the innermost activation patterns (those after the 4 convolu-
tions and before the 4 deconvolutions) of the left and right 
curves were superimposed (taking 50% of each) the rightmost 
affordance map was produced. The network is hence capable 
of producing affordances appropriate to the bifurcation by re-
enacting the internal encodings. 

 

Fig. 4. DNN implementation of mapping from bird’s eye view to lateral 
control affordances (see text). 
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