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Abstract— The controller of an autonomous vehicle needs
the ability to learn how to act in different driving scenarios
that it may face. A significant challenge is that it is difficult,
dangerous, or even impossible to experience and explore various
actions in situations that might be encountered in the real
world. Autonomous vehicle control would therefore benefit
from a mechanism that allows the safe exploration of action
possibilities and their consequences, as well as the ability to
learn from experience thus gained to improve driving skills.

In this paper we demonstrate a methodology that allows a
learning agent to create simulations of possible situations. These
simulations can be chained together in a sequence that allows
the progressive improvement of the agent’s performance such
that the agent is able to appropriately deal with novel situations
at the end of training. This methodology takes inspiration
from the human ability to imagine hypothetical situations using
episodic simulation; we therefore refer to this methodology as
episodic imagination.

An interesting question in this respect is what effect the
structuring of such a sequence of episodic imaginations has
on performance. Here, we compare a random process to a
structured one and initial results indicate that a structured
sequence outperforms a random one.

I. INTRODUCTION

A. Simulation abilities in humans

The ability to internally simulate what has or will happen
in past and future situations provides agents with increased
flexibility when interacting with the world. In humans, these
mental simulations occur in many forms, ranging from low-
level embodied simulations to higher level episodic simula-
tion [1]. These can briefly be described as follows:

Embodied simulations, in which the sensorimotor systems
of the brain are extensively reactivated in similar ways as
during overt interaction with the world have been shown
to improve subsequent motor performance in, for example,
path navigation [2], sports activities [3], and rehabilitation
[4]. Thus, embodied simulations seems to facilitate learning
despite absence of direct feedback from the environment.
Episodic simulations, on the other hand, refer to simulations
concerning more abstract aspects of interactions not directly
affecting motor performance, but rather being more flexible
and diverse in terms of the content of the simulations
and influencing action selection on a higher level, such
as contemplating different places for the next vacation or
preparing your arguments in the next salary negotiation, or
imagining where you’ll be in 10 years [5], [6].
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Another instance of episodic simulations is found in
dreams, during which the brain is more or less cut off from
sensory input and motor output. Although the function of
dreams remains heavily debated, some theories suggest that
they might help to prepare agents for action and can improve
performance in the wake state. For example, Revonsuo [7]
suggests the “Threat Simulation Theory”, according to which
a major function of dreams is to rehearse possibly threat-
ening situations. Others have hypothesized that rudimentary
mental simulations during early childhood interact with wake
behavior to facilitate the formation of more mature mental
simulations during development [8], [9]. It follows from this
that the importance lies not only in some general reactivation
of previous sensorimotor activity, but also in the content
since this might influence the usefulness of the simulation
for future behaviors.

B. Implementations of simulations in artificial agents

Simulation theories of various kinds have previously also
been implemented in various artificial agents to investigate
how such an ability affects behavior and can improve perfor-
mance [10], [11], [12]. For example, an early approach was
adopted by Mel [13] who created a robot arm that by means
of forward models could plan its movements by “imagining”
its future movements. Many other approaches have since
then utilized the ability for internal re-creation of sensory
and motor states to assist in various tasks (see e.g. [12],
[14], [8]). Many of the previous attempts of implementing
mental simulations in robots have been rather simplistic and
have been more related to embodied simulations rather than
episodic simulation due to the nature of the mechanisms
used.

The hallmark of episodic simulations is increased flex-
ibility and diversity with regards to the content of the
simulations not being dictated to the same degree by the
physical constraints of body and environment as would be
the case in embodied simulations [1]. Implementing a more
strongly biologically inspired mechanism [8], [7] would
require such simulations to be more flexible with respect
to their content. Deep neural networks [15] and Generative
Adversarial Networks (GAN) [16], for example, may provide
viable approaches for implementing episodic like simulations
in artificial agents. GANs, for example, provide the required
flexibility because they are able to create previously unseen
data in a useful way. As such, GANs have been used for
imagination to generate video scenes similar to collected
real world video data, which subsequently was used to run
a reinforcement-learning based driving agent in the gener-
ated scenes [17]. Initial results showed that a trained GAN



generated simulated images very close to the real data. Thus,
rather than recreating very simple sensor data these networks
are able create more episodic like images [18]. In other work,
using a setup with a variational auto-encoder combined with
a recurrent neural network, Ha and Schmidhuber [19] also
showed promising results of using episodic like simulations
(or dreams/hallucinations in their terms) in the OpenAI gym
[20] and VizDoom [21] environments.

While previous work has put much effort into image
generation mechanisms, it is not clear what variables affect
the learning process when learning and generating behaviors
are instead based on episodic simulations. In particular, it
is an open question whether the structure of the content of
episodic simulations affects the learning performance. This
may be critical for autonomous driving [22]. For example,
one could vary the number of vehicles encountered when
learning to overtake in such simulations, but is it enough,
as has been done in previous work, to merely randomly
hallucinate different overtaking scenarios [19], [8] until per-
formance converges to a satisfactory level, or should there
be some guiding structure to the process?

In the remainder of this paper, we investigate this using
a lane-keeping task for an autonomous vehicle. Since the
focus is not on the image generation process per se, but
on how the content of episodic simulations interacts with
the learning process, we here use the rendered simulation
in a driving simulator directly as a model for embodied
and episodic simulation. The simulation consists of both
embodied aspects, such as the the physics model of the
vehicle, and episodic aspects, such as the type of road
environment. However, since the study only manipulates the
road environment, we use the term episodic imagination for
the test conditions in the study. This allows us to create a tool
that is able to flexibly create new episodic-like simulations
and focus on the question of how their content may affect the
learning and subsequent performance. It should also be noted
that the imagination mechanism proposed here differs from
the common approach of manually designing the simulations
– here, these are automatically generated by the proposed
system architecture. The work here thus also contributes
to the development of more effective means of learning
from imagination by developing an automatic imagination
mechanism.

The remainder of the paper is structured as follows:
Section II describes the research method. Section III presents
the results and Section IV concludes the paper.

II. METHODS

The aim is to evaluate how the structure of the episodic
imagination affects the learning performance. We achieve
this by training the same Deep Q-network on a lane-keepting
task in three different imagination conditions; no imagina-
tion, stochastic imagination and systematic imagination, as
shown in Figure 1. In the following subsections, the task and
conditions are described in more detail.

Fig. 1: Imagination types used for training the driving
agent:no imagination, stochastic structure and systematic
structure

Fig. 2: Episodic generator system architecture for self-driving
car on OpenDS simulation

A. System Architecture

In a nutshell, the system architecture consists of four
main components (see Figure 2): (1) OpenDS, the physical
simulation, in which the training and testing driving is
executed (Figure 3), (2) the learning agent that is trained in
different imagination conditions, (3) a middleware connector
that converts the simulation into a RL environment and (4)
the road generator that describes the road specifications used
in the simulations.

We use the middleware connector to calculate the reward
function (optimized for a lane keeping task) at each step (see
Eqns. 1–3). The function depends on the lateral distance from
the left lane margin of the road (Eqn. 1), and the car heading
angle between the lane and the car (Eqn. 2), as shown in
Figure 3b.

re = min(dl, w − dl) (1)

rh = 2 ∗ e(−15∗|lh|) (2)

rt = re + rh (3)

(a) 3D rendered Road (b) Lane keeping
parameters

Fig. 3: OpenDS road environment



Where re is the reward for the distance from the side of
the road, dl is the distance of the car from the left edge of
the road in meters, w is the width of the lane,rh is the reward
for the car heading, lh is the angle between the car heading
and the road heading in radius and rt is the total reward. In
plain terms, the function returns the highest reward when the
car is at the middle of the lane and aligned with the road
direction.

The Road Generator is a python script that automatically
creates the road scenarios based on the defined features. The
generator is primarily used for generating episodic imagina-
tion. The generator describes the road features and then send
the description to OpenDS which construct the described
road (Figure 3a). Across all imagination conditions, roads
are single lane with a width of six meters. Since the task is
lane keeping, the main factors for a road generation are the
ratio of straight to curved segments and the geometries of
the curves. All roads used in this paper have an approximate
length of 500m.

The driving agent in this study is in the form of deep
neural networks using Deep-Q-Learning. During training, the
driving agent receives a representation of the road through
the Middleware Connector which is the RL state of the
driving agent in the simulation environment. The driving
agent then selects the action from set of available actions
(turning the steering wheel 0.05 rad/s to the left, right, or
maintaining its current position). The agent receives a reward
that represents how good the chosen action is in the given
state. The agent updates the network weights based on the
obtained experience and continues with this process until it
reaches a terminal state, which is arrived at either when the
agent successfully reaches the end of the road, or when it
leaves the road prematurely.

B. Road Generation Setup

Different types of imagination are used by the agents in
the various experimental conditions, as shown in Figure 1.
In detail, they are implemented as follows.

1) No imagination: A single road is generated, randomly
selecting for the number of curves, curvature values and
length of components such that the road provides a reason-
able variation of the features (so as to not make the training
fundamentally impossible), as shown in Figure 4a. Training
completes when the agent successfully completes this road
100 times.

2) Stochastic Imagination: In this experiment setup the
road generator creates 100 different roads before starting the
training phase, some examples are shown in Figure 4b in
respect to the training order. The parameters determining the
complexity of the road are stochastically assigned based on
a ratio and within ranges.

During training, the agent iterates to the next road upon
successful completion of the current one, and finishes when
the agent has successfully trained on all 100 roads. As shown
in Figure 4b, the learning agent may start with learning a very
curvy road and then after successfully learning this road, the
agent moves to an easier road with slight curves.

(a) The same road is repeated for all episodes 100 successful times in the
control condition of no imagination

(b) Sequence of random difficulty of the generated roads for the stochastic
imagination condition

(c) Gradual increase in the road difficulty for the systematic imagination
condition

Fig. 4: Road samples of the three imagination conditions

3) Systematic Imagination: Systematic Episodic Imagi-
nation differs from the previous one in that the difficulty
of the roads, quantified based on the number of roads and
their curvature, increases during training, some examples are
shown in shown in Figure 4c in respect to the training order:
the first road consists of 99% straight segments, which then
gradually drops until the ratio reaches the previously used [40
curves : 60 straight] after 40 roads. Curvature limits were set
to (-0.007 to 0.007 m−1) for the first 40 roads, increasing to
(-0.01 to 0.01 m−1) until road 80, and settling at (-0.015 to
0.015 m−1) for the last 20 roads.

III. RESULTS

To measure the effectiveness of the imagination ap-
proaches, the three trained driving agents were testing on
100 new roads that they haven’t been trained on. The
measurement is the mean total rewards that the agent obtains
from the testing roads. The theoretical maximum mean total
reward is 8500 (if the agent scores reward of five at each of
the 1700 steps per episode for the 100 episodes).

In the No Imagination condition, which functions as a
control in our setup, the agent completed all the 100 testing
roads in openDS successfully. The condition resulted in a
mean total reward of 6750 (see Fig. 5) which is 79% of the
theoretical maximum.

The Stochastic Imagination condition performed the worse
compared to the two other conditions and failed to finish
some testing roads. The mean total rewards for the 100 roads
were 5800 (68%).

The agent in this setup with Systematic Imagination
performed the highest among the other experiments with
an mean total rewards of over 7000 (82%). This shows a
significant improvement (t-test p < 0.01) from the controlled
condition.

IV. CONCLUSION

In this paper, we demonstrated how to generate imagi-
nation road scenarios for training a self-driving vehicle us-
ing physics simulation. The imagination generator generates
sequence of episodes with different road features that the



Fig. 5: Mean total rewards at testing phase for the three
experimental conditions. Error bar indicate 95% confidence
intervals.

driving agent needs to learn. This work doesn’t focus on
the agent’s optimization but on the scenario generation as
a learning environment. The paper presents two ways of
generating the sequence of episodes as either stochastic or
systematic and compares the learning performance for each.
A controlled condition is no imagination which means vari-
ous of features are collected in a single road and the training
is conducted on this road. The results showed that even for
a relatively simple task, the structure of the imagination has
an impact on learning performance. These results are also in
line with theories of human episodic simulation, in particular
the observation that human dreams increase in complexity
during development [9], suggesting that there is a benefit to
bio (and cognitively) inspired approaches in this domain.

A lot of research has been put into investigations of how
to design and optimize various learning agents, much less
efforts have focused on the environment. This work shows
that the structure of the environment plays a considerable role
in learning. For future work, additional investigation can be
done to mathematically analyze how the episodic structure
contributes to the learning performance. Besides, further
mechanisms can be proposed to improving the criteria of the
episodic generation. For example, continuously assess the
agent’s learning performance and accordingly generate the
suitable episodic imagination that the agent actually needs.
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